
IGP – OSPF 
Open Shortest Path First 
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Recap 
•  In ISP networks, Interior Gateway Protocols (IGPs) 

–  Allow routers within an AS to learn about each other 
–  Carry next-hop reachability info 

•  Carries infrastructure info (loopbacks & ptp) 
•  NOT customer routes! 

–  scalability and fast convergence 
•  Hence, minimise the number of prefixes carried in IGP! 

•  BGP (Border Gateway Protocol) 
–  Carries customer prefixes 
–  Exchanges network info with other networks 

•  Carries internet route across the AS 



Interior Gateway Protocols 

•  Routers originally called “gateways” 

•  Early IGPs used distance-vector routing protocols 

•  In late 1980’s the IETF decided there was a need for link 
state protocols 

•  Resulted in the development of two SPF based protocols 
–  IS-IS (RFC 1195), based on extending the OSI’s IS-IS protocol to 

support IP 
–  OSPF (RFC 1247), developed by the IETF 
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OSPF 

•  Open Shortest Path First 

•  Initial version (OSPFv1) never deployed (RFC 1247) 

•  OSPFv2 (IPv4) standard described in (RFC 2328) 

•  OSPFv3 (IPv6) standard described in (RFC 2740) 

•  OSPFv3 Address Family (RFC 5838) 
–  Uses IPv6 for transport but supports IPv4 and IPv6 networks 
–  RFC 7949 specifies how OSPFv3 can use IPv4 as a transport 
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OSPF 

•  Designed for 
–  TCP/IP environment 
–  Fast convergence 
–  Route redistribution 
–  Variable length subnet masks (VLSM) 
–  Dis-contiguous subnets 
–  Incremental updates 
–  Route authentication 

•  OSPF runs on IP, Protocol 89 
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Link State Routing Protocol 
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Link State Routing Protocol Functions 

•  All routers have the same view 

•  Do not send full routing table on periodic interval 

•  Use Shortest Path First (SPF) algorithm to select best path 
from topology table 

•  Send very small periodic (Hello) message to maintain link 
condition 

•  Send triggered update instantly when network change 
occur 
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Link State Data Structure 

•  Neighbor Table 
–  List of all recognized neighboring router to whom routing information 

will be interchanged 

•  Topology Table 
–  Also called LSDB (Link-State DataBase) which maintain list of routers 

and their link information i.e. network destination, prefix length, link 
cost, etc. 

•  Routing table 
–  Also called forwarding table contain only the best path to forward 

data traffic    



Link State Routing Protocol Advantages 

•  Low bandwidth utilization 
–  Only changes propagated 
–  Uses multicast on multi-access broadcast network 

•  Fast Convergence 
–  Detection Plus LSA/SPF (Known as the Dijkstra 

Algorithm) 

•  Finding a new route 
–  LSA flooded throughout area 
–  Acknowledgement based 
–  Topology database synchronized 
–  Each router derives routing table to destination network 
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Link State Operation 
•  Each link-state router learns about its links and 

connected networks 
–  builds a Link-State Packet (LSP) 
–  Includes Link-State Advertisements (LSA) for each link 

•  Sends out Hellos for neighbor discovery 
–  To establish adjacency 

•  Floods LSP to all its neighbors 
–  Stores all LSPs learned from its neighbors in a LSDB, and floods 

to other neighbors  
–  Eventually all routers receive all LSPs 

•  same view of the network! 

•  Computes the best path to each destination  
–  using the SPF algorithm (SPF tree) 
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Shortest Path First (SPF) Tree 

 
•  Every router in an OSPF network maintains an 

identical topology database 

•  Router places itself at the root of SPF tree when 
calculating the best path  



OSPF Metric 
•  Uses link/path cost as metric 

•  Generally, inversely proportional to the link BW 
–  Higher the BW lower the cost 

•  configurable 
 
 

–  The reference BW is generally 100Mbps (FE) 
•  interfaces bigger than a FE would have a cost of 1 

–  For more granularity/accuracy of cost calculation 
•  change reference BW for bigger links (all OSPF routers) 
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Cost = reference bw/
interface bw (bps)  

IOS: 
router ospfv3 <process-id>
 auto-cost reference-bandwidth <Mbps>

Junos: 
set protocols ospf3 reference-bandwidth <Gbps>



Best path selection  
•  Lowest cumulative cost = best path 

•  Load balances over equal cost paths 
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Basic OSPF Operation  

•  Neighbor discovery 
–  Send L3 multicast message (hello) to discover neighbors    

•  Exchanging topology table (LSDB) 
–  Send L3 multicast message (DataBase Descriptor [DBD] packets)  

•  Use SPF algorithm to select best path 
–  Each router independently calculates best path from an identical 

topology database of an OSPF network or area  

•  Building up routing table 
–  All the SPF selected best paths are installed in routing table for the 

traffic to be forwarded     



OSPF Neighbor Discovery Process 
 

•  Use IP packet to send hello message. At start routers are at 
OSPF Down State  

•  Use multicast address 224.0.0.5/FF02::5 to make sure 
single IP packet will be forwarded to every router within 
OSPF network. Router now at OSPF Init State   



OSPF Neighbor Discovery Process 

•  All neighboring router with OSPF enabled receive the hello 
packet  

•  Checks contents of the hello message and if certain 
information match it reply (Unicast) to that hello with 
sending its router ID in the neighbor list.  

•  This is OSPF Two-way State 



Router ID 
•  Uniquely identifies a link-state router 

–  4-byte Router ID 

•  Either: 

–  Explicitly configured => 

–  Else, the highest/lowest IPv4 address of any active 
loopback interface 

–  If no loopbacks, the highest/lowest IPv4 address of any 
active physical interface 
 

–  ** Loopbacks preferred! Why?? 
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IOS: 
router-id <4-byte>

Junos: 
set routing-options router-id <4-byte>



Contents of a Hello Packet 

•  Required information to build up adjacency: 
–  Router ID of sending router 
–  Hello and dead interval time * 
–  List of neighbors 
–  Network mask 
–  Router priority 
–  Area ID * 
–  DR & BDR IP 
–  Authentication information (If any) * 

 * Need to match to create neighbor relationship 



Discovering Network Information 

•  After creating 2-way neighbor relationship the neighbouring 
routers will start exchanging network related information  

•  At this stage they will decide who will send network 
information first. Router with the highest router ID will start 
sending first. This stage is called OSPF Exstart Stage 

•  Then they will start exchanging link state database. This 
stage is Exchange Stage  



Adding Network Information 

•  When router receive the LSDB it perform following action: 
–  Acknowledge the receipt of DBD by sending Ack packet (LSAck) 
–  Compare the information it received with the existing DB (if any)  
–  If the new DB is more up to date the router send Link-State Request 

(LSR) for detail information of that link. This is Loading Stage        

•  When all LSR have been satisfied and all routers has an 
identical LSDB this stage is OSPF Full Stage  



Neighbor States 
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+----+
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Maintaining Routing Information   

•  Send periodic updates (Hello) to all neighbors to make sure 
link with the neighbor is active. i.e. 10 sec for LAN 

•  Send triggered (Instant) update if any network information 
changed 

•  Maintain link state sequence number to make sure all 
information are up-to-date 

•  Sequence number is 4-byte signed number that begins with 
0x80000001 to 0x7FFFFFFF (0x80000000 is reserved)    



OSPF Packet Types 

•  OSPF use following five packet types to flow routing 
information between routers: 
-  1: hello [every 10 sec] 

•  Hello Builds adjacencies between neighbors 

-  2: DBD   [Database Description Packet]  
•  DBD for database synchronization between routers 

-  3: LSR   [Link State Request Packet] 
•  Requests specific link-state records from router to router 

-  4: LSU   [Link State Update Packet] 
•  Sends specifically requested link-state records 

-  5: LSAck [Link State Ack Packet] 
•  Acknowledges the above packet types 



Format of OSPF Packet 

•  All five OSPF packets encapsulated in IP payload (Not 
TCP) 

•  To ensure reliable deliver using IP packet OSPF use its own 
Ack packet (Type 5)   

Link Header IP Header OSPF Packet Types Link Trailer 

OSPF Packet 
Version 
Number 

Type Packet 
Length 

Router ID Area ID Checksum Authentication 
Type 

Authentication Data 



Format of OSPF Packet Header Field 
•  Version number 

–   Either OSPF version 2 (IPv4) or version 3 (IPv6) 

•  Packet type 
–  Differentiates the five OSPF packet types [Type 1 to Type 5] 

•  Packet length 
–  Length of OSPF packet in bytes 

•  Router ID 
–  Defines which router is the source of the packet [Not always source address of IP header] 

•  Area ID 
–  Defines the area where the packet originated 

•  Checksum  
–  Used for packet-header error-detection to ensure that the OSPF packet was not corrupted during 

transmission 

•  Authentication type 
–  An option in OSPF that describes either clear-text passwords or encrypted Message Digest 5 

(MD5) formats for router authentication 



Content of OSPF Packet Data 

•  Data (for hello packet):  
–  Contains a list of known neighbors 

•  Data (for DBD packet):  
–  Contains a summary of the LSDB, which includes all known router IDs 

and their last sequence number, among a number of other fields 

•  Data (for LSR packet):  
–  Contains the type of LSU needed and the router ID of the needed LSU 

•  Data (for LSU packet):  
–  Contains the full LSA entry. Multiple LSA entries can fit in one OSPF 

update packet 

•  Data (for LSAck packet):  
–  Is empty 



Difference is OSPFv3 for IPv6 

•  OSPFv3 still use 32 bit number as router ID 

•  So OSPFv3 operation and packet types are same as OSPFv2 

•  Change will be in IP header where source address will be interface 
address and destination will be  FF02::5 which is 128 bit address. 

•  Change will be in DBD [t2]  and LSU packet [t4] to carry 128 bit prefix     

Link Header IP Header OSPF Packet Types Link Trailer 

OSPF Packet 
Version 
Number 

Type Packet 
Length 

Router ID Area ID Checksum Authentication 
Type 

Authentication Data 

Still 32 bit Router ID 



OSPF Network Topology 

•  OSPF network can made up of different types of network 
links 

•  Neighbor relationship behavior will also be different for each 
network type 

•  It is important for OSPF to be configured correctly based on 
its network types to be functioned properly 

•  Some network type create neighbor relationship 
automatically some need to create it manually    



OSPF Network Topology 

Broadcast  
Multi-access 
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Non Broadcast 
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Broadcast Multi-access Network  

•  Generally LAN type of technologies like Ethernet or Token 
Ring 

•  Neighbor relationship are created automatically 

•  Designated Router (DR)/BDR election is required 

•  Default OSPF hello is 10 sec dead interval is 40 sec 



Broadcast Network Issues 
•  Number of adjacencies 

–  # of Adj = n(n-1)/2;

•  Extensive LSA flooding 
–  Initially, the whole LSDB 

•  LSAck too 
–  Periodic hellos for adjacencies 
–  Triggered updates 

•  During topology changes, each router will 
send LSUs to neighbors - contains the 
same info 

•  LSAck too 
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Designated Router DR/BDR 

•  Hence, OSPF elects a Designated and Backup 
Designated router for broadcast networks 
–  Adjacencies only formed with DR and BDR 

–  LSAs sent only to DR (BDR listens) 
•  224.0.0.6/FF02::6 

–  DR floods to others 
•  224.0.0.5/FF02::5 
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DR/BDR Election Process 

•  Router with the highest priority value is the DR, Second 
highest is BDR 

•  In the event of a tie the router with the highest router id 
become DR and second highest is BDR 

•  The DR/BDR election is non-preemptive   

•  Generates network link advertisements 

•  Assists in database synchronization   

IOS: 
(config-if)#ip/ipv6 ospf priority <0-255>

Junos: 
set protocols ospf/3 area <area-id> interface <id> priority <0-255>



Broadcast Multi-access Network  

•  Broadcast network use flooding process to send routing 
update 

•  Broadcast network use DR/BDR concept to reduce routing 
update traffic in the LAN 

•  Packet sent to DR/BDR use 224.0.0.6/FF02::6 multicast 
address 

•  Packets from DR to all other routers use 224.0.0.5/FF02::5 
multicast address 

•  All neighbor routers form full adjacencies relation with the 
DR and BDR only   



Point-to-Point Network  

•  Usually a serial interface running either PPP or HDLC 
–  Can be a (metro)Ethernet with just two “hosts” 

•  Neighbor relationship are created automatically 

•  No DR or BDR election required 

•  Default OSPF hello is 10 sec and dead interval is 40 sec  



Non Broadcast Multi-access Network 
 

•  A single interface interconnects multiple sites like Frame 
Relay/ATM/X.25 

•  NBMA topologies support multiple routers, but without 
broadcasting capabilities 

•  OSPF neighbor relation need to create manually, DR/BDR 
will be elected  

•  Default OSPF hello is 30 sec and dead interval is 120 sec  

X.25/ 
Frame Relay/ 

ATM 



OSPF Areas 

•  Area is a group of 
contiguous hosts and 
networks 
–  Reduces routing traffic 

•  Per area topology database 
–  Invisible outside the area 

•  Backbone area MUST be 
contiguous 
–  All other areas must be 

connected to the backbone 



Virtual Links between OSPF Areas 

•  All areas must connect to 
Area 0 

•  Virtual Link is used when it 
is not possible to physically 
connect the area to the 
backbone 

•  ISPs avoid designs which 
require virtual links 
–  Increases complexity 
–  Decreases reliability and 

scalability 



Classification of Routers 

•  Internal Router (IR) 

•  Area Border Router (ABR) 

•  Backbone Router (BR) 

•  Autonomous System 
Border Router (ASBR) 



OSPF Route Types 

•  Intra-area Route 
–  all routes inside an area 

•  Inter-area Route 
–  routes advertised from one 

area to another by an Area 
Border Router 

•  External Route 
–  routes imported into OSPF 

from other protocol or static 
routes 



External Routes 
•  Prefixes which are redistributed into OSPF from other 

protocols 

•  Flooded unaltered throughout the AS 
–  Recommendation: Avoid redistribution!! 

•  OSPF supports two types of external metrics 
–  Type 1 external metrics 
–  Type 2 external metrics (Cisco IOS default) 

RIP 
EIGRP 
BGP 
Static 
Connected 
etc. 

OSPF 

Redistribute 
R2 



External Routes 

•  Type 1 external metric: metrics are added to the 
summarised internal link cost 

     Network   
N1 
N1 

Type 1 
11 
10 

Next Hop 
R2 
R3 

Cost = 10 
to N1    

External Cost = 1 

to N1    
External Cost = 2 Cost = 8 

Selected Route 

R3 

R1 

R2 



Cost = 10 
to N1    

External Cost = 1 

to N1    
External Cost = 2 Cost = 8 

Selected Route 

R3 

R1 

R2 

     Network   
N1 
N1 

Type 2 
1 
2 

Next Hop 
R2 
R3 

External Routes 

•  Type 2 external metric: metrics are compared without 
adding to the internal link cost 



Topology/Link State Database 

•  A router has a separate LS database for each area to which 
it belongs 

•  All routers belonging to the same area have identical 
database 

•  SPF calculation is performed separately for each area 

•  LSA flooding is bounded by area 

•  Recommendation: 
–  Limit the number of areas a router participates in!! 
–  1 to 3 is fine (typical ISP design) 
–  >3 can overload the CPU depending on the area topology complexity 



LSA Types 
•  LSA Header 

  
–  Age: time since LSA was generated 
–  Link state ID: identifies what the LSA is 

carrying 
–  Advertising Router: Router ID of the router 

originating the LSA 
–  Seq#: indicates newness of the LSA 
–  Checksum: of the LSA content except age 
–  Length: of LSA (includes 20 byte header) 
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Type Link-state ID

1
Originating router’s router 
ID

2 Interface IP of DR

3 Network address

4 ASBR’s router ID

5
The external network 
address

LS age Options LS Type

Link State ID

Advertising Router

LS Sequence#

Checksum Length

Type Description

1 Router LSA

2 Network LSA

3 Summary LSA (ABR)

4 Summary LSA (ASBR)

5 AS-external LSA



Router LSA (Type 1) 

•  Describes the state and cost of the router’s links to the 
area 

•  All of the router’s links in an area must be described in a 
single LSA 

•  Flooded throughout the particular area and no more 

•  Router indicates whether it is an ASBR, ABR, or end point 
of virtual link 
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Network LSA (Type 2) 

•  Generated for every transit broadcast and NBMA network 

•  Describes all the routers attached to the network 

•  Only the designated router originates this LSA 

•  Flooded throughout the area and no more 
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Summary LSA (Type 3 and 4) 

•  Describes the destination outside the area but still in the AS 

•  Flooded throughout a single area 

•  Originated by an ABR 

•  Only inter-area routes are advertised into the backbone 

•  Type 4 is the information about the ASBR 
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AS External LSA (Type 5) 

•  To advertise external routes into OSPF 
–  Destinations outside the domain 

•  Originated by the ASBR 
–  Generates a Type-5 for each external route 

•  Floods to the area it belongs 
–  Propagated unaltered to other areas via backbone by ABR 

of the area 

•  Identified by the external subnet carried in the LSA 

•  Note: DO NOT redistribute external routes into 
OSPF! 
–  Floods unaltered throughout the network – convergence?? 

49 



Types of Areas 

•  Regular 

•  Stub 

•  Totally Stubby 

•  Not-So-Stubby 

•  Only “regular” areas are useful for ISPs 
–  Other area types handle redistribution of other routing protocols 

into OSPF – ISPs don’t redistribute anything into OSPF 
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Best path compute 
•  Intra-area routes 

–  Lowest cost to the each network within the area

•  Inter-area routes 
–  Type3 (summary LSA-ABR) includes cost to each network 
–  Best path = lowest (cost to ABR + cost in Type3 LSA)

•  External routes (E-bit defines the metric type – E2>E1)
–  If not set (0), Type-1 ext metric (E1): cumulative as the route 

gets propagated through the domain (more than one ASBR)
•  Seed metric + cost to ASBR 

–  If set (1), Type-2 ext metric (E2): same throughout the domain 
(only one ASBR)
•  Seed metric
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OSPFv3 – RFC5340 
•  To carry IPv6 in OSPF 

–  Router ID, Area ID and link state ID still 32-bit 

–  OSPFv3 uses link-local address for adjacency 
•  All OSPFv3 packets are sourced using link-local 

–  LSUs are sent to the IPv6 multicast 
•  FF02::5 (all OSPF routers) and FF02::6 (DR/BDR) 
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OSPFv3 – New LSAs 
•  Type-8 (Link LSA) 

–  Advertise local router’s link-local to other routers on the link, 
and list of v6 prefixes associated with link 

–  Not flooded beyond the link (link-scope) 
–  Link state ID is the interface ID on the link 

•  Type-9 (Intra-Area-Prefix LSA) 
–  Either advertises v6 prefixes associated 

•  With a router (directly connected interfaces) – references Router/Type-1 
LSA, OR 

•  With a broadcast segment (Network/Type-2 LSA) 
–  Flooded within the area (area-scope) 
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OSPFv3 – Renamed LSAs 
•  Type-3 (Inter-Area-Prefix LSA) 

–  Equivalent to Type-3 summary LSA in OSPFv2 
•  Describes routes to v6 prefixes within an area 

–  Originated by ABR 
•  Generates a Type-3 for each IPv6 prefix 

–  Flood to the backbone for propagation to other areas 

•  Type-4 Summary (Inter-Area-Router LSA) 
–  Equivalent to Type-4 summary (ASBR) in OSPFv2 

•  Route(s) to ASBR 
–  Originated by ABR 
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Passive interface 
•  When OSPF is configured/enabled on an interface 

(or for a subnet) 
–  router will try to discover neighbors on that interface/within 

the subnet 
–  We can disable sending OSPF packets on those interfaces 

where we know there will be no neighbors 
•  While still advertising the network in OSPF 
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IOS: 
ipv6 router ospf <process-id>
router ospf <process-id>
 passive-interface default
 no passive-interface <interface-id>

IOS: 
ipv6 router ospf <process-id>
router ospf <process-id>
 passive-interface <interface-id>

Junos: 
set protocols ospf/3 area <area-id> interface <int-id> passive
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